
Computer Science 345 - Term 2 Project 
2020 

 
Determining the effectiveness of selective 
memoization to defeat regular expression denial of 
service 
 
 
Due date  
 
Last day of classes at midnight, i.e. 30 Oct. Submit everything on gitlab. I will ask Andrew 
to create gitlab repos. 
 
Groups 
 
The project should be completed individually or in groups of two (the marking rubric 
takes group size into account). Please email me the details of who you are working with 
or if you are working on your own, as soon as possible. For those working in groups, each 
group member should send me an email at the end of the project describing what each 
one did and state the percentage of the project completed by each of the two members, 
with the two percentages adding up to 100%. 
 
Aspects of the project  
 
The project will consist of an implementation, a report, and a pre-recorded video 
explaining your project (or a presentation during the last 2 weeks of classes on Teams). 
The default is that students or groups make a video explaining their project. If a 
presentation on Teams is preferred to showcase your clever ideas and hard work, let me 
know so that we can schedule one before the end of the semester. 
 
Programming language 
 
Since you will be extending a current implementation of a backtracking matcher 
(discussed in [17]), that is implemented in Java, you will have to program in Java. 
 
Description 
 
In this project you should investigate the effectiveness of memoization to remove 
catastrophic backtracking from regular expressions matchers.  
 



In order to understand the problem, start by reading [1], then [7], and then start by 
experimenting and understanding the code discussed in [17]. You should extend the 
Spencer style (i.e. backtracking) regex matcher in [17], using the backtracking algorithm 
as described in [1], [17] and [21] (see regex-directed engines). You can verify that [17] 
suffers from matching performance issues on, for example, the regex ^(a|a)*$ (but not 
on ^(a|a)*) on input aaa….ab. Note that the implementation in [17] has bugs, (at least) 
when matching with the problematic regular expression (a*)*. A regular expression is 
problematic when applying a Thompson-like construction on the regular expression will 
lead to an epsilon loop being obtained in the resulting NFA. As a dataset of regular 
expressions (for testing and benchmarking purposes), take a regex corpus from [15], 
suitably reduced to only include regexes supported by your implementation. 
 
In addition to what is currently supported by the implementation in [17], your matcher 
should also support positive and negative lookaheads [18] and backreferences [19].  
 
You should investigate memoization (applied to a backtracking matcher) in terms of 
better matching time but increased memory usage, when using regular expressions that 
have non-linear matching time. Make use of [13] to identify regular expressions (and the 
corresponding input that should be matched) with non-linear matching time. Note that 
[13] do not support lookaheads and backreferences, so you will have to construct your 
own regular expressions with lookaheads and back references with non-linear matching 
time, for performance testing. 
 
Investigate and implement (selective) memoization, based on ideas from [1]. You will 
have to determine if you can regard AST nodes as NFA states (i.e. instances of the class 
RAst in [17]), when using ideas from [1], to implement memoization. Caution: With 
backreferences, more than position in the input string and regex should be memoized. 
 
Test the performance of your implementation (with memoization turned on and off) with 
regexes from the corpus of regexes form [15] (and your own regexes) and compare 
matching results with the standard Java regex matcher. Test on both problematic 
regexes (construct your own problematic regexes) and regexes exhibiting bad matching 
time. Also test exhaustively on some of your regexes (in terms of matching results 
obtained) on shorts strings over a suitably reduced small alphabet. 
 
The report should be at least 10 pages. Beyond outlining the functionality provided by 
and the algorithms used in your implementation (including testing) and topics 
investigated from the bonus mark section, the report should discuss the following 
aspects: 

1. Problematic regular expressions, i.e. regular expressions that lead to NFAs with 
epsilon loops when applying Thompson-like constructions, and how your 
(modified) implementation handles problematic regular expressions. 

2. An experimental discussion on time and space complexity when turning 
memoization on and off (for the various selective memoization strategies) in your 
implementation. 

3. The data structures used for memoization. 



4. The shortcomings of the theoretical models/algorithms for regular expression (and 
regex matching), as discussed in Sipser, when dealing with backtracking matchers. 

5. Why is matching with backreferences NP-complete? 
6. Discuss, with examples, the relationship between NFAs and regular expression 

ambiguity, and bad matching time of backtracking regex matchers. 
 
 
Marking rubric 
 

1. Implementation: 40% (45% for rw345) 
2. Report: 40% (45% for rw345) 
3. Video presentation: 10% 

 
The remainder of the marks will be from the bonus mark section (i.e. 10% of bonus marks 
are not truly bonus marks for rw711). For students working on their own, backreferences 
are moved to the bonus mark category. I will also be more lenient in terms of awarding 
bonus marks for students working on their own and for rw345 students.  
 
 
Bonus Marks 
 
The implementation, report and presentation, outlined above, will get you to 90% if you 
are enrolled for rw711. An additional 20% (i.e. only 10% bonus marks for rw711) can be 
obtained adding some of the suggested functionality below (but project marks will be 
capped at 110%). 
 

1. Replace the recursive descent parser already implemented in [17] by modifying 
the Antlr grammar from [3] appropriately. 

2. Add additional functionality to the regex matcher, i.e. support more regex 
constructs (such as lookbehinds, etc). 

3. Investigate additional techniques for selective memoization.   
4. Investigate extensively data structures that can be used for the memoization 

table.  
5. Make use of property-based checking, in particular, quickcheck. 
6. Write a Medium post similar to [1]. 
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